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Abstract

We introduce a new family of neural network models called

Convolutional Dynamic Alignment Networks (CoDA-Nets),

which are performant classifiers with a high degree of

inherent interpretability. The core building blocks are

Dynamic Alignment Units (DAUs) which are “dynamic lin-

ear” (i.e., input-dependent linear) and align their weight

vectors with task-relevant input patterns during optimisa-

tion. As a result, CoDA-Nets model the classification pre-

diction through a series of dynamic linear transformations,

which allows for linear decomposition of the prediction into

individual input contributions. Due to the alignment prop-

erty of the DAUs, the resulting contribution maps align with

discriminative input patterns. These model-inherent contri-

bution maps are of high visual quality and outperform exist-

ing attribution methods under quantitative metrics. Further,

our architectures constitute performant classifiers, achiev-

ing on par results to models from the ResNet and VGG

model families e.g. for CIFAR-10 and TinyImagenet.

1. Introduction
Neural networks are powerful function approximators and
are successfully applied to a wide range of tasks. How-
ever, they are notoriously difficult to interpret and extracting
useful explanations for their predictions is an open research
problem. Linear regression models, on the other hand, are
generally considered interpretable, because the contribu-

tion (‘the weighted input’) of every dimension to the out-
put is explicitly given. Interestingly, many modern neural
networks actually implicitly model the output as a linear
transformation of the input; a ReLU-based [21] neural net-
work, e.g., is a piece-wise linear function and thus fulfills
this property, cf. [20]. As was shown by [1], however, this
implicit linear transformation does not seem to reflect the
internal computations of the models well and fails simple
sanity checks when used as an attribution method.

In this work, we introduce a novel network architecture, the
Convolutional Dynamic Alignment Networks (CoDA-

Figure 1: Sketch of a 9-layer CoDA-Net. Every layer lin-
early transforms its input al�1 with a matrix Wl. This input-
dependent matrix Wl is produced by a set of dynamic alignment
units (DAUs). These units have a structural bias towards produc-
ing matrices Wl that align well with task-relevant patterns in their
input. Therefore, the global transformation matrix W0!9 aligns
well with discriminative features in a classification task. Locations
that positively (negatively) contribute to the j-th class (goldfinch)
are shown in red (blue).

Nets), for which the model-inherent contribution maps
are faithful projections of the internal computations and
thus good ‘explanations’ of the model prediction. There
are two main components to the interpretability of the
CoDA-Nets. First, the CoDA-Nets are dynamic linear,
i.e., they compute their outputs through a series of input-
dependent linear transformations, which are based on our
novel Dynamic Alignment Units (DAUs). Similar to lin-
ear regression models, the output can thus be decom-
posed into individual input contributions, see Fig. 1. Sec-
ond, the DAUs compute weight vectors that align with
discriminative patterns in their inputs. In combination, the
CoDA-Nets thus inherently produce contribution maps that
are ‘optimised for interpretability’: since each linear trans-
formation vector and thus their combination is optimised to
align with discriminative features, the contribution maps re-
flect the most discriminative features as used by the model.

With this work, we present a new direction for building
inherently more interpretable neural network architectures
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1. Introduction
Neural networks are powerful function approximators and
are successfully applied to a wide range of tasks. How-
ever, they are notoriously difficult to interpret and extracting
useful explanations for their predictions is an open research
problem. Linear regression models, on the other hand, are
generally considered interpretable, because the contribu-

tion (‘the weighted input’) of every dimension to the out-
put is explicitly given. Interestingly, many modern neural
networks actually implicitly model the output as a linear
transformation of the input; a ReLU-based [21] neural net-
work, e.g., is a piece-wise linear function and thus fulfills
this property, cf. [20]. As was shown by [1], however, this
implicit linear transformation does not seem to reflect the
internal computations of the models well and fails simple
sanity checks when used as an attribution method.

In this work, we introduce a novel network architecture, the
Convolutional Dynamic Alignment Networks (CoDA-

Figure 1: Sketch of a 9-layer CoDA-Net. Every layer lin-
early transforms its input al�1 with a matrix Wl. This input-
dependent matrix Wl is produced by a set of dynamic alignment
units (DAUs). These units have a structural bias towards produc-
ing matrices Wl that align well with task-relevant patterns in their
input. Therefore, the global transformation matrix W0!9 aligns
well with discriminative features in a classification task. Locations
that positively (negatively) contribute to the j-th class (goldfinch)
are shown in red (blue).

Nets), for which the model-inherent contribution maps
are faithful projections of the internal computations and
thus good ‘explanations’ of the model prediction. There
are two main components to the interpretability of the
CoDA-Nets. First, the CoDA-Nets are dynamic linear,
i.e., they compute their outputs through a series of input-
dependent linear transformations, which are based on our
novel Dynamic Alignment Units (DAUs). Similar to lin-
ear regression models, the output can thus be decom-
posed into individual input contributions, see Fig. 1. Sec-
ond, the DAUs compute weight vectors that align with
discriminative patterns in their inputs. In combination, the
CoDA-Nets thus inherently produce contribution maps that
are ‘optimised for interpretability’: since each linear trans-
formation vector and thus their combination is optimised to
align with discriminative features, the contribution maps re-
flect the most discriminative features as used by the model.

With this work, we present a new direction for building
inherently more interpretable neural network architectures

1

Input 
norm

No 
norm

Input 
norm

3 
channel

6 
channel

6 
channel

RELU

No 
Activation

RELU

Standard 
layers B=1

B-cos layers 
B=2

B-cos layers 
B=2

Bias

No Bias

Goldfinch!

Goldfinch!

BiasLinear/Convolution  
layers

ActivationInput 
normalisation

Input 
channels

Weight 
Initialization Prediction Explanation

No Bias Goldfinch!

OutputsFunctionally Equivalent B-cos like DNN

Model Type

Input

Fine-tuning to adapt to  
architectural changes

⓵ ⓶

 Conventional to B-cos like DNNs: Component-wise changes  

Standard

B-cos

B-cosified

Not  
normalized

Unit  
normalized

Weight 
Normalization

Not  
normalized

540

541

542

543

544

545

546

547

548

549

550

551

552

553

554

555

556

557

558

559

560

561

562

563

564

565

566

567

568

569

570

571

572

573

574

575

576

577

578

579

580

581

582

583

584

585

586

587

588

589

590

591

592

593

594

595

596

597

598

599

600

601

602

603

604

605

606

607

608

609

610

611

612

613

614

615

616

617

618

619

620

621

622

623

624

625

626

627

628

629

630

631

632

633

634

635

636

637

638

639

640

641

642

643

644

645

646

647

CVPR
#6365

CVPR
#6365

CVPR 2022 Submission #6365. CONFIDENTIAL REVIEW COPY. DO NOT DISTRIBUTE.

Fig. 4. Accuracy (crosses) and localisation (box plots) results for
a B-cos network trained with different B values. While decreasing
accuracy, a higher B yields significant gains in localisation.

modules. In this context, we investigate how the B parame-
ter influences B-cos networks in terms of performance and
interpretability. Thereafter, in Sec. 5.2, we present quanti-
tative results of the advanced B-cos networks, i.e., B-cos
networks based on common DNN architectures (Sec. 3.3).
Finally, in Sec. 5.2.1, we present and qualitatively discuss
explanations for outputs of individual neurons.

5.1. Simple B-cos networks

In the following, we discuss the experimental results of
simple B-cos networks evaluated on the CIFAR-10 dataset.

plain MaxOut B-cos networks

B 2.00 1.00 1.25 1.50 1.75 2.00 2.25 2.50
Accuracy (%) 91.6 93.9 93.3 93.3 92.9 92.9 91.5 91.7

Tab. 1. CIFAR-10. Model accuracy of a B-cos network without
any additional non-linearity (plain) and for B-cos networks with
MaxOut (Sec. 3.2.3) and increasing values for B (left to right).

Accuracy. In Tab. 1, we present the test accuracies of var-
ious B-cos networks trained on CIFAR-10. We show that
a plain B-cos network (B=2) without any add-ons (ReLU,
batch norm, etc.) can achieve competitive5 performance.
By modelling each neuron via 2 MaxOut units (Sec. 3.2.3),
the performance can be increased and the resulting model
(B=2) performs on par with a ResNet-56 (achieving 93.0%,
see [12]). Further, we see that an increase in the param-
eter B leads to a decline in performance from 93.9% for
B=1 to 91.7% for B=2.5. Notably, despite its simple de-
sign, our strongest model with B=1 performs similarly to
the strongest ResNet model (93.6%) reported in [12].
Model interpretability. As discussed in Sec. 3.2.2, we ex-
pect an increase in B to increase the alignment pressure on
the weights during optimisation and thus influence the mod-
els’ optima, similar to the single unit case in Fig. 2. This is
indeed what we observe. For example, in Fig. 5, we vi-
sualise [W1!l(xi)]yi (see Eq. (13)) for different samples
i from the CIFAR-10 test set. For higher values of B, the
weight alignment increases notably from piece-wise linear
models (B=1) to B-cos networks with higher B (B=2.5).
Importantly, this does not only lead to an increase in the

5A ResNet-20 achieves 91.2% [12] under the same data augmentation.

Explanations of Models Trained with Increasing BInput Image

B=1.00 B=1.25 B=1.50 B=1.75 B=2.50
Fig. 5. Col. 1: Input images. Cols. 2-6: Explanations for classes
‘horse’ and ‘car’ of models trained with increasing values of B.
With higher B, the linear transforms W1!l increasingly align
with discriminative patterns and thus become more interpretable.

visual quality of the explanations, but also to quantifiable
gains in model interpretability. In particular, as we show in
Fig. 4, the spatial contribution maps defined by W1!l(xi)
(see Eq. (15)) of models with larger B values score signifi-
cantly higher in the localisation metric (see Sec. 4).

5.2. Advanced B-cos networks

In this section, we first quantitatively evaluate the perfor-
mance and interpretability of the advanced B-cos networks,
see Secs. 3.3 and 4. Then, we qualitatively investigate the
interpretability of the B-cos networks in more detail.

VGG-11 ResNet-34 DenseNet-121 InceptionNet

pre B-cos pre B-cos pre B-cos pre B-cos
70.3 68.8 74.5 72.5 75.4 74.7 77.7 75.0

� = 1.5 � = 2.0 � = 0.7 � = 2.7

B-cos DenseNet-121 training
+ 75.4 (� = 0.0)

Tab. 2. ImageNet. Top-1 accuracy (%) for various conventional
pre-trained models (pre) and their respective B-cos version.
Bottom row: Top-1 accuracy of a B-cos DenseNet-121 trained for
more epochs and a cosine learning rate schedule (training+).

Classification accuracies of the pretrained [1] models
and their corresponding B-cos counterparts (trained from
scratch) are presented in Tab. 2. The B-cos networks (except
bottom row in Tab. 2) were trained for 100 epochs with the
Adam optimiser, a learning rate of 2.5e�4, a batch size of
256 and no weight decay. The learning rate was decreased
by a factor of 10 after 60 epochs and we used RandAugment
for data augmentation; for further details on training and
evaluation, see supplement (Sec. C). We would like to high-
light that these results are thus obtained ‘out of the box’, i.e.,
with a simple and commonly used optimisation scheme for
all models. Thus, in spite of the drastic changes to the model
architectures (no batch norm, no ReLU, no MaxPool), we
are able to achieve competitive results; e.g., for the B-cos
DenseNet-121, we only observe a drop in 0.7 p.p. with re-
spect to the baseline model (74.7% vs. 75.4%). By training
a DenseNet-121 model for 200 epochs with learning rate
warm-up and a cosine learning rate schedule, we are able to
close the gap between the pretrained DenseNet-121 model
and its B-cos counterpart (see last row in Tab. 2).
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discriminative patterns in their inputs. In combination, the
CoDA-Nets thus inherently produce contribution maps that
are ‘optimised for interpretability’: since each linear trans-
formation vector and thus their combination is optimised to
align with discriminative features, the contribution maps re-
flect the most discriminative features as used by the model.

With this work, we present a new direction for building
inherently more interpretable neural network architectures
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Abstract

We introduce a new family of neural network models called

Convolutional Dynamic Alignment Networks (CoDA-Nets),

which are performant classifiers with a high degree of

inherent interpretability. The core building blocks are

Dynamic Alignment Units (DAUs) which are “dynamic lin-

ear” (i.e., input-dependent linear) and align their weight

vectors with task-relevant input patterns during optimisa-

tion. As a result, CoDA-Nets model the classification pre-

diction through a series of dynamic linear transformations,

which allows for linear decomposition of the prediction into

individual input contributions. Due to the alignment prop-

erty of the DAUs, the resulting contribution maps align with

discriminative input patterns. These model-inherent contri-

bution maps are of high visual quality and outperform exist-

ing attribution methods under quantitative metrics. Further,

our architectures constitute performant classifiers, achiev-

ing on par results to models from the ResNet and VGG

model families e.g. for CIFAR-10 and TinyImagenet.

1. Introduction
Neural networks are powerful function approximators and
are successfully applied to a wide range of tasks. How-
ever, they are notoriously difficult to interpret and extracting
useful explanations for their predictions is an open research
problem. Linear regression models, on the other hand, are
generally considered interpretable, because the contribu-

tion (‘the weighted input’) of every dimension to the out-
put is explicitly given. Interestingly, many modern neural
networks actually implicitly model the output as a linear
transformation of the input; a ReLU-based [21] neural net-
work, e.g., is a piece-wise linear function and thus fulfills
this property, cf. [20]. As was shown by [1], however, this
implicit linear transformation does not seem to reflect the
internal computations of the models well and fails simple
sanity checks when used as an attribution method.

In this work, we introduce a novel network architecture, the
Convolutional Dynamic Alignment Networks (CoDA-

Figure 1: Sketch of a 9-layer CoDA-Net. Every layer lin-
early transforms its input al�1 with a matrix Wl. This input-
dependent matrix Wl is produced by a set of dynamic alignment
units (DAUs). These units have a structural bias towards produc-
ing matrices Wl that align well with task-relevant patterns in their
input. Therefore, the global transformation matrix W0!9 aligns
well with discriminative features in a classification task. Locations
that positively (negatively) contribute to the j-th class (goldfinch)
are shown in red (blue).

Nets), for which the model-inherent contribution maps
are faithful projections of the internal computations and
thus good ‘explanations’ of the model prediction. There
are two main components to the interpretability of the
CoDA-Nets. First, the CoDA-Nets are dynamic linear,
i.e., they compute their outputs through a series of input-
dependent linear transformations, which are based on our
novel Dynamic Alignment Units (DAUs). Similar to lin-
ear regression models, the output can thus be decom-
posed into individual input contributions, see Fig. 1. Sec-
ond, the DAUs compute weight vectors that align with
discriminative patterns in their inputs. In combination, the
CoDA-Nets thus inherently produce contribution maps that
are ‘optimised for interpretability’: since each linear trans-
formation vector and thus their combination is optimised to
align with discriminative features, the contribution maps re-
flect the most discriminative features as used by the model.

With this work, we present a new direction for building
inherently more interpretable neural network architectures
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Table 5. Increasing B for B-cosification. Extending Table 2 in the paper, we report results across three runs.

Metric Baselines Discrete B Linear B Learnt B
Standard B-cos B=1 B=1.5 B=2 5 epo. 45 epo. 90 epo.

Acc. 69.6±0.2 68.5±0.2 70.6±0.1 71.6±0.1 71.5±0.1 71.6±0.2 71.1±0.1 70.2±0.0 71.8±0.1
Loc. 21.4±0.2 87.4±0.5 33.9±0.2 84.3±0.2 87.6±0.2 88.1±0.1 88.8±0.2 88.8±0.2 89.4±0.1

Table 6. Decreasing biases for B-cosification. Extending Table 3 in the paper, we report results across three runs.

Metric Baselines Fixed bias Bias decay
Standard B-cos With bias No bias decay=0.2 decay=0.5 decay=0.9

Acc. 69.6±0.2 68.5±0.2 71.2±0.1 71.5±0.1 71.2±0.2 71.4±0.3 71.6±0.2
Loc. 21.4±0.2 87.4±0.5 47.2±0.5 87.6±0.2 81.4±0.2 90.2±0.2 91.2±0.1

Table 7. Classification Accuracy. Extending Table 4 in the paper, we report results across three runs for two models.

Model Acc. Loc. B-cos
Speedup

Standard
Speedup

ResNet-18 71.5±0.1 87.6±0.2 !3.0±0.2 !2.1±0.0
ViTcS 77.6±0.1 86.1±2.4 !2.1±0.1 !1.7±0.1

Table 8. Classification Accuracy. Extending Table 4 for a subset of models, we now also report the number of epochs needed for the
B-cosified model to overtake the B-cos model accuracy (tovt, block 2), and comparison with standard (block 3) and B-cos (block 4) models
fine-tuned using the same process as B-cosification.

Accuracy Gains over B-cos [7] Standard eff. 180 B-cos eff. 180
Model before after !1

acc acc !2
acc tovt speedup acc !3

acc speedup acc !4
acc speedup

ResNet-18 69.8 71.5 +1.7 68.7 +2.8 29 →3.1 71.0 +0.5 →2.1 68.9 +2.6 !2.9
ResNet-50-v2 80.9 77.3 -3.6 75.9 +1.4 10 →9.0 77.7 -0.4 - 75.6 +1.7 !11.3
ViTc-S 75.7 77.4 +1.7 74.5 +2.9 43 →2.1 76.9 +0.5 !1.3 76.4 +1.0 !1.5
ViTc-B 76.8 78.3 +1.5 77.4 +0.9 45 →2.0 77.2 +1.1 !1.9 77.2 +1.1 !1.9

Figure 6. Accuracy and Localisation. Left: Accuracy and localisation scores over the training epochs of B-cosified ResNet-18 and ViTc-S.
Right: Qualitative visualization of change in explanations over epochs.

Figure 7. B-cosified CLIP random explanation examples. We augment Fig. 1 and 5b in the paper with random examples.

Table 3: Decreasing biases for B-cosification.

Metric
ResNet-18 Baselines Fixed bias Bias decay

Standard B-cos With bias No bias decay=0.2 decay=0.5 decay=0.9

Acc. 69.6±0.2 68.5±0.2 71.2±0.1 71.5±0.1 71.2±0.2 71.4±0.3 71.6±0.2
Loc. 21.4±0.2 87.4±0.5 47.2±0.5 87.6±0.2 81.4±0.2 90.2±0.2 91.2±0.1

In short, we find that a very simple approach, i.e., setting the bias and the B values to the target values
immediately, constitutes a simple and easy-to-use, but nonetheless performant strategy to B-cosify
models. In the following sections, we test whether these findings generalise well to other models.

4 B-cosification Results

In the following, we evaluate the effectiveness of the B-cosification strategy we developed in Sec. 3. In
Sec. 4.1, we first apply B-cosification to supervised models across various architectures, and evaluate
for classification performance and interpretability. In Sec. 4.2, we B-cosify CLIP [38], a large
foundational vision-language model, and show that despite fine-tuning at a fraction of the training
cost, the B-cosified CLIP shows strong zero shot generalization whilst being highly interpretable.

4.1 Supervised Classification Models

Table 4: Classification Accuracy. We report the top-1 classification accuracy on the ImageNet validation set of
the pre-trained models (pretrained) and the B-cosified models (B-cosified) after fine-tuning them. Additionally,
we report the accuracy of the corresponding B-cos models trained from scratch (B-cos) as well as the difference
to them (!acc), and how much faster and at which epoch (t) the same accuracy as in [10] was achieved (speedup).
Results for B-cosified models are averaged over three runs; full results including standard deviation in appendix.

Top-1 Accuracy (%) Efficiency Gains
Model pretrained B-cos [10] B-cosified !acc t speedup

ResNet-18 69.8 68.7 71.5 +2.8 29 →3.1
ResNet-50-v1 76.1 75.9 76.5 +0.6 46 →2.0
ResNet-50-v2 80.9 75.9 77.3 +1.4 10 →9.0
DenseNet-121 74.4 73.6 76.3 +2.7 18 →5.0
ViT-Ti 70.3 60.0 69.3 +9.3 10 →9.0
ViT-S 74.4 69.2 75.2 +6.0 10 →9.0
ViT-B 75.3 74.4 75.3 +0.9 57 →1.6
ViT-L 75.8 75.1 75.5 +0.4 66 →1.4
ViTc-Ti 72.6 67.3 72.3 +5.0 10 →9.0
ViTc-S 75.7 74.5 76.0 +1.5 32 →2.8
ViTc-B 76.8 77.1 76.7 -0.4 - -
ViTc-L 77.9 77.8 77.1 -0.7 - -

Setup. We B-cosify models from Torchvision [53] supervised on ImageNet [15]. We use a diverse
set architectures, including both CNNs (ResNet-18 [21], ResNet-50 [21], and DenseNet-121 [23]),
and ViTs [17] with (ViTc-Ti, ViTc-S, ViTc-B, ViTc-L) and without (ViT-Ti, ViT-S, ViT-B, ViT-L)
convolutional stems. For ResNet-50, we use both the weights originally released by Torchvision and
the updated V2 weights, which constitute models trained for longer and with more augmentations
[54]. As in Sec. 3.2, we evaluate both for classification accuracy and for interpretability using the
GridPG [8] metric. We compare both accuracy and interpretability of the B-cosified models with
B-cos models trained from scratch from [10]. For interpretability, we also compare with several
post-hoc attribution methods as baselines, namely Guided Backprop [50], Gradient [48], DeepLIFT
[47], IxG [47], IntGrad [52], and GradCAM [45]. For full details, see Appendix C.1.

Classification performance. Tab. 4 reports the classification accuracy of the B-cosified models
across architectures, and compares them with their conventional counterparts from Torchvision and
B-cos models trained from scratch. We find that across architectures (col. 1), B-cosified models
perform competitively with conventional DNNs (cols. 2-4) and interestingly, in contrast to the
findings reported by [10], often outperform them, i.e. for five out of twelve architectures. Notably,
we find (col. 5) that our B-cosified models significantly outperform B-cos models trained from
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Table 2: Increasing B for B-cosification.

Metric
ResNet-18 Baselines Discrete B Linear B Learnt B

Standard B-cos B=1 B=1.5 B=2 5 epo. 45 epo. 90 epo.

Acc. 69.6±0.2 68.5±0.2 70.6±0.1 71.6±0.1 71.5±0.1 71.6±0.2 71.1±0.1 70.2±0.0 71.8±0.1
Loc. 21.4±0.2 87.4±0.5 33.9±0.2 84.3±0.2 87.6±0.2 88.1±0.1 88.8±0.2 88.8±0.2 89.4±0.1

In particular, the output of f(x) is thus invariant to weight normalisation, as the output of B-cos (x)
scales linearly with the weight norm, cf. Eq. (1).

This is of course only true if every B-cos layer were always followed by a normalisation layer, which
is not necessarily the case. Nonetheless, we find that not using normalised weights yields consistently
good results across all models. Therefore, we use B-cos transformations without weight normalisation
throughout our experiments; for an ablation, see Tab. B2 in the appendix.

In summary, we showed that it is possible to adapt the implementation of existing models in a
way that allows us to integrate certain aspects of B-cos models without functionally changing the
pre-trained models. Notably, we can now visualise color explanations similar to B-cos models (Fig. 1,
right, col. 3); unsurprisingly, however, these explanations have poor interpretability due to the absence
of the alignment pressure imposed during B-cos training. In the next section, we discuss the necessary
functional changes for B-cosification to obtain interpretable explanations.

3.2.2 Fine-tuning for Interpretability

The changes introduced in the preceding section have not functionally changed the pre-trained
models, but rather allow us to interpret the existing models as a special case of B-cos models. Now we
introduce the necessary changes to increase the interpretability of the dynamic matrices W(x). As
these functionally change the models, they need to be fine-tuned to recover their original performance.

In particular, the remaining differences between conventional and B-cos models are (1) the value of B,
and (2) the use of biases, Tab. 1. We will now discuss how we bridge these differences individually.

Ablation Setup. We evaluate various fine-tuning strategies using a ResNet-18 [21] model supervised
on ImageNet [15] from Torchvision [53] for B-cosification, and compare with a B-cos ResNet-18
from [10]. We optimize using AdamW [25] with cosine scheduling and train for 90 epochs, and
evaluate both classification accuracy as well as interpretability using the GridPG metric [8].

(1) Increasing B. As shown in [9], using B>1 is critical to obtain easily interpretable explanations.
To increase B for the pre-trained models, we investigate three strategies: (1) immediately setting B
to a higher value and then fine-tuning, (2) linearly interpolating from B = 1 to B = 2 throughout
fine-tuning, and (3) setting B as a learnable parameter. (2) has the advantage of changing the model in
small steps, making it more likely that it maintains performance while fine-tuning, but requires using
the full number of epochs to reach the target value of B. (1) on the other hand is likely to adversely
affect the utility of the weights, but offers the opportunity to stop fine-tuning early if performance and
interpretability metrics are sufficiently high. (3) offers the most flexibility, but also adds a new set of
parameters that need to be optimized. We show the results of this evaluation in Tab. 2. Interestingly,
we find that using (1), i.e. setting B = 2 and then fine-tuning, yields performance that is on par with
learnable B parameters, whilst being significantly simpler to implement. To easily test the generality
of the B-cosification scheme, we therefore opt for this approach in Sec. 4.1.

(2) Decreasing biases. As discussed in Sec. 3.1, dynamic linear models with bias terms are not
exactly summarised by the matrix W(x), cf. [51]. To obtain the same level of faithfulness of the
explanations as B-cos models (in particular w.r.t. explanation completeness, cf. [51, 52]), we need to
remove the biases from the model. To do so, we investigate two approaches: (1) removing all biases
first and then fine-tuning, and (2) fine-tuning while decaying biases using weight decay. Similar
to the setup with B, (2) has the advantage of avoiding drastic changes to the model, but requires
potentially fine-tuning for longer. Further, the weight given to the bias decay in the loss constitutes a
tradeoff between maintaining classification performance and pushing the biases to be close to zero.
We report the results of this evaluation in Tab. 3. Similarly to the experiments for B, we find that
immediately setting the biases to zero constitutes a simple yet performant approach to achieve both
good localisation and accuracy. To assess the generality of the B-cosification scheme across a wide
range of models, we thus choose this the simpler approach of setting biases to zero in Sec. 4.1.
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Table 3: Decreasing biases for B-cosification.

Metric
ResNet-18 Baselines Fixed bias Bias decay

Standard B-cos With bias No bias decay=0.2 decay=0.5 decay=0.9

Acc. 69.6±0.2 68.5±0.2 71.2±0.1 71.5±0.1 71.2±0.2 71.4±0.3 71.6±0.2
Loc. 21.4±0.2 87.4±0.5 47.2±0.5 87.6±0.2 81.4±0.2 90.2±0.2 91.2±0.1

In short, we find that a very simple approach, i.e., setting the bias and the B values to the target values
immediately, constitutes a simple and easy-to-use, but nonetheless performant strategy to B-cosify
models. In the following sections, we test whether these findings generalise well to other models.

4 B-cosification Results

In the following, we evaluate the effectiveness of the B-cosification strategy we developed in Sec. 3. In
Sec. 4.1, we first apply B-cosification to supervised models across various architectures, and evaluate
for classification performance and interpretability. In Sec. 4.2, we B-cosify CLIP [38], a large
foundational vision-language model, and show that despite fine-tuning at a fraction of the training
cost, the B-cosified CLIP shows strong zero shot generalization whilst being highly interpretable.

4.1 Supervised Classification Models

Table 4: Classification Accuracy. We report the top-1 classification accuracy on the ImageNet validation set of
the pre-trained models (pretrained) and the B-cosified models (B-cosified) after fine-tuning them. Additionally,
we report the accuracy of the corresponding B-cos models trained from scratch (B-cos) as well as the difference
to them (!acc), and how much faster and at which epoch (t) the same accuracy as in [10] was achieved (speedup).
Results for B-cosified models are averaged over three runs; full results including standard deviation in appendix.

Top-1 Accuracy (%) Efficiency Gains
Model pretrained B-cos [10] B-cosified !acc t speedup

ResNet-18 69.8 68.7 71.5 +2.8 29 →3.1
ResNet-50-v1 76.1 75.9 76.5 +0.6 46 →2.0
ResNet-50-v2 80.9 75.9 77.3 +1.4 10 →9.0
DenseNet-121 74.4 73.6 76.3 +2.7 18 →5.0
ViT-Ti 70.3 60.0 69.3 +9.3 10 →9.0
ViT-S 74.4 69.2 75.2 +6.0 10 →9.0
ViT-B 75.3 74.4 75.3 +0.9 57 →1.6
ViT-L 75.8 75.1 75.5 +0.4 66 →1.4
ViTc-Ti 72.6 67.3 72.3 +5.0 10 →9.0
ViTc-S 75.7 74.5 76.0 +1.5 32 →2.8
ViTc-B 76.8 77.1 76.7 -0.4 - -
ViTc-L 77.9 77.8 77.1 -0.7 - -

Setup. We B-cosify models from Torchvision [53] supervised on ImageNet [15]. We use a diverse
set architectures, including both CNNs (ResNet-18 [21], ResNet-50 [21], and DenseNet-121 [23]),
and ViTs [17] with (ViTc-Ti, ViTc-S, ViTc-B, ViTc-L) and without (ViT-Ti, ViT-S, ViT-B, ViT-L)
convolutional stems. For ResNet-50, we use both the weights originally released by Torchvision and
the updated V2 weights, which constitute models trained for longer and with more augmentations
[54]. As in Sec. 3.2, we evaluate both for classification accuracy and for interpretability using the
GridPG [8] metric. We compare both accuracy and interpretability of the B-cosified models with
B-cos models trained from scratch from [10]. For interpretability, we also compare with several
post-hoc attribution methods as baselines, namely Guided Backprop [50], Gradient [48], DeepLIFT
[47], IxG [47], IntGrad [52], and GradCAM [45]. For full details, see Appendix C.1.

Classification performance. Tab. 4 reports the classification accuracy of the B-cosified models
across architectures, and compares them with their conventional counterparts from Torchvision and
B-cos models trained from scratch. We find that across architectures (col. 1), B-cosified models
perform competitively with conventional DNNs (cols. 2-4) and interestingly, in contrast to the
findings reported by [10], often outperform them, i.e. for five out of twelve architectures. Notably,
we find (col. 5) that our B-cosified models significantly outperform B-cos models trained from
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MaxOut operation were much easier to optimise. This could
be due to the ‘dying neuron’ problem, cf. [11], and could
potentially be remedied by better initialisation schemes.

3.3. Advanced B-cos networks

To test the generality of our approach, we evaluate how
integrating the B-cos transform into commonly used DNN
architectures affects their classification performance and in-
terpretability. In order to ‘convert’ such models to B-cos
networks we proceed as follows. First, every convolutional
kernel / fully connected layer is replaced by the correspond-
ing B-cos version with two MaxOut units (see Sec. 3.2.3).
Secondly, any other non-linearities (e.g., ReLU, MaxPool,
etc.), as well as any batch norm layers are removed to main-
tain the alignment pressure and to ensure that the model can
be summarised via a single linear transform.
Limitations. By normalising the weights and computing
the additional down-scaling factor (see Eq. (3)), the B-cos
transform naturally adds computational overhead, which we
observed to increase training and inference time by up to
60% in comparison to the baseline models. However, we
expect this cost to decrease significantly in the future with
an optimised implementation of the B-cos transform.

4. Experimental setting

Datasets. We evaluate the accuracies of several B-cos net-
works on the CIFAR-10 [17] and the ImageNet [9] datasets.
We use the same datasets for the qualitative and quantitative
evaluations of the model-inherent explanations.
Models. For the CIFAR10 experiments, we develop a sim-
ple fully-convolutional B-cos DNN, consisting of 9 con-
volutional layers, each with a kernel size of 3, followed
by a global pooling operation. We evaluate a network
without additional non-linearities as well as with MaxOut
units, see Sec. 3.2.3. For the ImageNet experiments, we
rely on the publicly available [24] implementations of the
VGG-11 [33], ResNet-32 [12], InceptionNet (v3) [38], and
DenseNet-121 [13] model architectures. We adapt those ar-
chitectures to B-cos networks as described in Sec. 3.3. For
details on the training procedure, see supplement (Sec. C).
Image encoding. We add three additional channels and en-
code images as [r, g, b, 1�r, 1�g, 1�b], with r, g, b2 [0, 1]
the red, green, and blue color channels. On the one hand,
this reduces a bias towards bright regions in the image4 [6].
On the other hand, colors with the same angle in the orig-

inal encoding—i.e., [r1, g1, b1] / [r2, g2, b2]—are unam-

biguously encoded by their angles under the new encoding.
Therefore, the linear transformation W1!l can be decoded
into colors just based on the angles of each pixel, see Fig. 1.
For a detailed discussion, see supplement (Sec. D).
4The network is trained to maximise its output, which is bounded by the
input norm. In the conventional encoding, however, black pixels, e.g.,
have a norm of zero and thus cannot contribute to the class logits.

lawn mower cab Egyptian cat jacamar

Ou
rs

Input image

Fig. 3. 2⇥2 example for the pointing game. Column 1: input
image. Columns 2 – 5: explanations for individual class logits.

Evaluating explanations. In order compare explanations
for the model decisions, we employ the grid pointing game

as proposed by [6]. That means we evaluate the trained
models on a synthetic 3x3 grid of images of different classes
and for each of the corresponding class logits measure how
much positive attribution an explanation method assigns to
the correct location in the grid; for a visualisation of a 2x2
grid, see Fig. 3. For this, we use the 4500 most confidently
and correctly classified images. We compare the model-
inherent contribution maps, see Eq. (15), against several
commonly employed post-hoc explanation methods under
two settings. First, we evaluate all methods on the B-cos
networks to investigate which method provides the best ex-
planation for the same model. Secondly, we further eval-
uate the post-hoc methods on pre-trained versions of the
original models (VGG, ResNet, DenseNet, InceptionNet).
This allows to compare explanations between different mod-

els and to assess the explainability gain obtained by con-
verting conventional models to B-cos networks. Lastly, all
non-perturbation-based attribution maps are smoothed by a
15⇥15 (3⇥3) kernel to better account for negative attribu-
tions in the localisation metric for ImageNet (CIFAR-10)
images, which is negligible with respect to the overall im-
age size of 224⇥ 224 (32⇥ 32).
Visualisations details. For generating the visualisations
of the linear transforms for individual neurons n in layer
l (cf. Figs. 1 and 9), we proceed as follows. First, we select
all pixel locations p(x,y) that positively contribute to the re-
spective neuron activation (e.g., class logit) as computed by
Eq. (15); i.e., {p(x,y) with (x, y) s.t.

P
c[s

l
n(x)](x,y,c)>0}

with c the 6 color channels (see image encoding above).
Then, we normalise the corresponding weights w(x,y)2R6

such that
P6

c=1[w(x,y)]c=3. Note that this normalisa-
tion maintains the angle of the weight vector, but pro-
duces values in the allowed range r, g, b2 [0, 1]. Since
the pixel color is uniquely determined by the angle of
[r, g, b, 1�r, 1�g, 1�b], we can directly visualise the
weights as color images. The opacity of a pixel is set to
min(||w(x,y)||2/p99.5, 1), with p99.5 the 99.5th percentile
over the weight norms ||w(x,y)||2 of all locations (x, y).

5. Results

In this section, we analyse the performance and inter-
pretability of B-cos networks. For this, in Sec. 5.1 we show
results of ‘simple’ B-cos networks without advanced ar-
chitectural elements such as skip connections or inception
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